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Spectrum Scale

WHAT is CORAL ?



What is CORAL

Collaboration of DOE Oak Ridge, Argonne, and Lawrence Livermore National Labs

* Established in early 2014 to leverage supercomputing investments, streamline procurement
processes and reduce costs to develop supercomputers
= “High-performance computing is an essential component of the science and technology portfolio

required to maintain U.S. competitiveness and ensure our economic and national security”
- U.S. Secretary of Energy Ernest Moniz

* Two new High Performance Computing (HPC) awards announced in November 2014

= Both CORAL awards leverage the IBM Power Architecture, NVIDIA’ s Volta GPU and Mellanox’ s
Interconnected technologies to advance key research initiatives for national nuclear deterrence,
technology advancement and scientific discovery

 Oak Ridge National Laboratory’ s (ORNL’ s) new system, Summit, is expected to provide at least five
times the performance of ORNL’ s current leadership system, Titan

« Lawrence Livermore National Laboratory’ s (LLNL’ s) new supercomputer, Sierra, is expected to be at
least seven times more powerful than LLNL’ s current machine, Sequoia.

Source: http://energy.gov/articles/department-energy-awards-425-million-next-generation-supercomputing-technologies



High Level Layout of the complete system
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CORAL Systems

* LLNL’ s Sierra system
= ~4000 Power9 nodes with GPU acceleration
= ~2.3 PB system memory (include DDR & HBM; does not include NVMe)
= Dual-rail InfiniBand EDR fat tree network or better
=~120 PF
=~9 MW
* ORNL’s Summit system
= ~4500 Power9 nodes with GPU acceleration
=~ 2.7 PB system memory (include DDR & HBM; does not include NVMe)
= Dual-rail InfiniBand EDR fat tree network or better
=~200 PF peak
=~13 MW



The first rows of the CORAL Project




ORNL CORAL Storage Requirements

Provide a usable capacity of 250 PB

Perform at an aggregate sequential peak read/write bandwidth of 2.5 TB/s

Perform at an aggregate random peak read/write bandwidth of 2.2 TB/s

Provide single directory parallel create rate of 50,000/s

Provide 32 KiB file create rate of 2.6 million IOPs

Total number of files supported is 30 B (and total number of directories is also 30 B).
10 M files per directory

Maximum file size equal to aggregate system memory (so ~2.7 PB)

Provide full POSIX file system semantics

Single client desire of > 16GB/s

Connect to OLCF’ s SION 3 SAN with IB EDR

GPFS Client Jitter < 2% on a Neckbone or PSNAP Compute bound workload.

Will also serve as the Summit Burst Buffer sink and source on the end-to-end 1/O path



CORAL System Overview
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Spectrum Scale Enhancements for Scaling Namespace

The single namespace CFS will meet the following
 Single name space supporting 250 PB capacity
* Total number of files supported is 100 B
* Maximum file size equal to aggregate system memory
* 10 M files per directory

Enhancements needed in Spectrum Scale

* Improvements in fsck — time to run (including nodes to use), progress reporting, ...
* Parallel virtual disk creation

* Reduce contention to allow more concurrency



Spectrum Scale Enhancements for Scaling Metadata Rate

Metadata requirements include:
*Single directory parallel create rate of 50,000/s
*Interactive performance; @32 KiB 1/0 2.6 million IOPs

Enhancements needed in Spectrum Scale:

*Improve directory block management (avoid directory fragments, directory block split option,
*Avoid token manager revokes

*Pre-allocation of directory blocks (mmchattr)

*Smooth the filesystem sync work over the sync period



Spectrum Scale Enhancements for Scaling Performance

Performance improvement are required to meet:
* Aggregate sequential peak read/write bandwidth of 2.5 TB/s
* Aggregate random peak read/write bandwidth of 2.2 TB/s
* Single directory parallel create rate of 50,000/s
* Interactive performance; @32 KiB 1/O 2.6 million IOPs

Enhancements needed in Spectrum Scale:
* Performance counters to help uncover bottlenecks (mmfsadm dump iocounters/iocountercpu)

* Improve RPC communication (avoid global receive pool mutex by creating multiple pools of
worker threads; Fast Condition Variable for some of the condition variables in RPC path;
spread interrupt load across multitple IRQs using RDMA completion vectors)

* Improve parallelism of full track writes



2 Node communication code scaling with 1 byte RPC’ s

1.1 Million RPC’s
per node

128 Threads

64 Threads

32 Threads
16 Threads

8 Threads

4 Threads

2 Threads
1 Thread

11:27:20 11:27:30 11:27:40 11:27:50 11:28:00 11:28:10 11:28:20 11:28:30 11:28:40 11:28:50

O Last 120 seconds timeshift -0s

11:29:10



GNR level local out of cache Performance 4.2.3 vs 5.0.0 (VBUF2)
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Single client throughput enhancements — single file

16 GB/sec single file
Single Node !

[root@p8n06 ~]# tsgosperf write seq —n 200g -r 16m -th 16 /ibm/fs2-16m-06/shared/testfile -fsync
tsgosperf write seq /ibm/fs2-16m-06/shared/testfile

recSize 16M nBytes 200G fileSize 200G

nProcesses 1 nThreadsPerProcess 16

file cache flushed before test

not using direct I/O

offsets accessed will cycle through the same file segment
not using shared memory buffer

not releasing byte-range token after open
fsync at end of test

Data rate was 16124635.71 Kbytes/sec,

thread utilization 0.938, bytesTransferred 214748364800



Single client throughput enhancements

23 GB/sec single Node !

Began: Sat Nov 11 20:47:05 2017

Command line used: /perform/io-500-dev.ppc64le//binfior -w -C -Q 1 -g -G 27 -k -e -t 16m -b 1289 -F -0 /ibm/fs2-16m-10/shared/iorfile
Machine: Linux p8n19hyp

Test O started: Sat Nov 11 20:47:05 2017

Summary:
api = MPIIO (version=3, subversion=1)
test filename = /ibm/fs2-16m-10/shared/iorfile
access = file-per-process

ordering in a file = sequential offsets
ordering inter file= constant task offsets = 1

clients = 8 (8 per node)
repetitions =1

xfersize =16 MiB
blocksize =128 GiB

aggregate filesize = 1024 GiB

access bw(MiB/s) block(KiB) xfer(KiB) open(s) wr/rd(s) close(s) total(s) iter

write 22261 134217728 16384  0.021629 47.08 0.001264 47.10 O

Max Write: 22261.01 MiB/sec (23342.36 MB/sec)

Summary of all tests:
Operation Max(MiB) Min(MiB) Mean(MiB) StdDev Mean(s) Test# #Tasks tPN reps fPP reord reordoff reordrand seed segcnt blksiz xsize aggsize APl RefNum
write 22261.01 22261.01 22261.01 0.00 47.103710881 11100 1137438953472 16777216 1099511627776 MPIIO 0

Finished: Sat Nov 11 20:47:52 2017



IOR with GL4c — ESS with CORAL Enclosure (reduced output) — 16M

Began: Fri Oct 27 01:34:10 2017

Command line used: /tmp/ior-binary-dir/ior -F -i 3

Machine: Linux fireOl.sonasad.almaden.ibm.com

Test 0 started: Fri Oct 27 01:34:10 2017

Summary:
api =
test filename =
access =
ordering in a file =
ordering inter file=
clients =
repetitions =
xfersize =
blocksize =

aggregate filesize =

POSIX
/ibm/fs2-16m-10/ior-test-dir-1/iorfile
file-per-process

sequential offsets

no tasks offsets

12 (1 per node)

3

16 MiB

4064 GiB

48768 GiB

Max Write: 34507.52 MiB/sec (36183.76 MB/sec)

Max Read: 41420.56 MiB/sec (43432.61 MB/sec)

Summary of all tests:

Operation Max (MiB) Min (MiB)
RefNum

write 34507.52 34321.
read 41420.56 41210.

65 34418.00 76.04 1450.94658 0 12 1 3 1 0 1 0 0 1 4363686772736 16777216 52364241272832 POSIX 0
13 41340.40 92.93 1207.98744 0 12 1 3 1 0 1 0 0 1 4363686772736 16777216 52364241272832 POSIX 0

Finished: Fri Oct 27 04:05:07 2017

-d 180 -w -r -e -t 16m -b 4064g -o /ibm/fs2-16m-10/ior-test-dir-1/iorfile -L

Target 32 GB/sec pe
Building block Target

Mean (MiB) StdDev Mean (s) Test# #Tasks tPN reps fPP reord reordoff reordrand seed segcnt blksiz xsize aggsize API



Single thread 4k seq read i/o (client — server roundtrip) - NORAID

[root@client01l ~]# tsqgosperf read seq -r 4k /ibm/fs2-256k-08/shared/test -dio
tsqgosperf read seq /ibm/fs2-256k-08/shared/test
recSize 4K nBytes 128M fileSize 128M

~50-80 usec per
4k read

nProcesses 1 nThreadsPerProcess 1

file cache flushed before test

using direct I/0

offsets accessed will cycle through the same file segment
not using shared memory buffer

not releasing byte-range token after open

Data rate was 55111.52 Kbytes/sec, Op Rate was 13454.96 Ops/sec, Avg Latency was 0.074 milliseconds, thread utilization 1.000, bytesTransferred
134217728

[root@client0l mpil# mmfsadm dump iohist |less

I/0 history:

I/0 start time RW Buf type disk:sectorNum nSec time ms tagl tag2 Disk UID typ NSD node context thread
11:37:54.451846 R data 4:192933224 8 0.055 284160 504 COA74D01:58BD6495 cli 192.167.20.127 MBHandler DioHandlerThread
11:37:54.451918 R data 4:192933232 8 0.055 284160 504 COA74D01:58BD6495 cli 192.167.20.127 MBHandler DioHandlerThread
11:37:54.451990 R data 4:192933240 8 0.054 284160 504 COA74D01:58BD6495 cli 192.167.20.127 MBHandler DioHandlerThread
11:37:54.452061 R data 4:192933248 8 0.054 284160 504 COA74D01:58BD6495 cli 192.167.20.127 MBHandler DioHandlerThread
11:37:54.452132 R data 4:192933256 8 0.055 284160 504 COA74D01:58BD6495 cli 192.167.20.127 MBHandler DioHandlerThread
11:37:54.452205 R data 4:192933264 8 0.053 284160 504 COA74D01:58BD6495 cli 192.167.20.127 MBHandler DioHandlerThread
11:37:54.452275 R data 4:192933272 8 0.057 284160 504 COA74D01:58BD6495 cli 192.167.20.127 MBHandler DioHandlerThread
11:37:54.452349 R data 4:192933280 8 0.056 284160 504 COA74D01:58BD6495 cli 192.167.20.127 MBHandler DioHandlerThread



Single thread 4k random write i/o (client — server roundtrip) - GNR

[root@client07 ~J# tsqosperf write rand -r 4k -n 1t -millis 10000 -dio -th 1 /gpfs/nvme/testfiles

tsqosperf write rand /gpfs/nvme/testfiles
recSize 4K nBytes 1024G fileSize 32G
nProcesses 1 nThreadsPerProcess 1

file cache flushed before test
using direct I1/0
offsets accessed will cycle through the same file segment
not using shared memory buffer
not releasing byte-range token after open
no fsync at end of test

Data rate was 47846.40 Kbytes/sec, Op Rate was 11681.25 Ops/sec, Avg Latency was 0.086 milliseconds, thread utilization 1.000, bytesTransferred 478478336

as can be seen by the breakdown below where the time is spend most requests need ~60 usec in the lower i/o layer (time in ms below) with ~30 usec in Network and ~18

usec on the media

I/0 history:

I/0 start time RW

09:40:21.767122 W
09:40:21.767201 W
09:40:21.767281 W
09:40:21.767359 W
09:40:21.767452 W
09:40:21.767538 W
09:40:21.767618 W
09:40:21.767701 W
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Single thread 4k seq write i/o (client — server roundtrip) - GNR

~200 usec per

4k write é

[root@client01 mpil# gpfsperf write seq -n 2009 -r 4k -millis 5000 -th 1 /gpfs/fs2-16m-09/shared/testfile —dio
gpfsperf write seq /gpfs/fs2-16m-09/shared/testfile

recSize 4K nBytes 200G fileSize 200G

nProcesses 1 nThreadsPerProcess 1

file cache flushed before test

using direct I/O

offsets accessed will cycle through the same file segment

not using shared memory buffer

not releasing byte-range token after open

no fsync at end of test

Data rate was 19840.34 Kbytes/sec, Op Rate was 4843.83 Ops/sec, Avg Latency was 0.206 milliseconds, thread utilization
1.000, bytesTransferred 99209216



Single thread 4k random read i/o (client — server roundtrip) - GNR

~

~80 usec per
4k read

/W

[root@client01 mpil# gpfsperf read rand -n 200g -r 4k -millis 5000 -th 1 /gpfs/fs2-16m-09/shared/testfile —di
gpfsperf read rand /gpfs/fs2-16m-09/shared/testfile

recSize 4K nBytes 200G fileSize 200G

nProcesses 1 nThreadsPerProcess 1

file cache flushed before test

using direct I/O

offsets accessed will cycle through the same file segment

not using shared memory buffer

not releasing byte-range token after open

Data rate was 52539.99 Kbytes/sec, Op Rate was 12827.15 Ops/sec, Avg Latency was 0.078 milliseconds, thread
utilization 1.000, bytesTransferred 262717440



Shared directory file create — 50k target

-- started at 06/17/2017 11:14:09 --

mdtest-1.9.3 was launched with 23 total task(s) on 23 node(s)

Command line used: /tmp/mdtest-binary-dir/mdtest -d /ibm/fs2-16m-09/mdtest-dir-2 -i 1 -n 50000 -F -w 1024 -C -r -T -p 15 -X
Path: /ibm/fs2-16m-09

FS: 64.0 TiB Used FS: 0.0% Inodes: 476.8 Mi Used Inodes: 0.2%

23 tasks, 1150000 files

SUMMARY: (of 1 iterations)

Operation Max Min Mean Std Dev

File creation : 56935.959 56935.959 56935.959 0.000
File stat : 6305129.988 6305129.988 6305129.988 0.000
File read : 0.000 0.000 0.000 0.000

File removal : 63040.815 63040.815 63040.815 0.000
Tree creation :  7628.933  7628.933  7628.933 0.000

Tree removal 0.359 0.359 0.359 0.000




More than 32 Sub blocks - why and what to expect ?

Why do we have Sub blocks ?
Allow finer grained allocation — no space wasted
Allows coalescing of small files in larger blocks — raid friendly
What Options do we have today ?
We can store data in inode (default <4k)
We can allocate a Sub block (1/32th of a Full block)
We support 64 KB, 128 KB, 256 KB, 512 KB, 1 MB, 2 MB, 4 MB, 8 MB and 16 MB block size today
What’ s wrong with it ?
You have to choose between waste space for small files (>4k and <1/32th of block size) or bandwidth
You can never ever change it online, filesystem migration required
It has a significant performance penalty for small files in large block size filesystems
So how do we fix it and what will it change ?



New 5.0 on-disk format changed defaults for new FS

New 5.0.0 fs created with default 4MB blockSize and

subblocksPerFullBlock will be derived from block size as follows:

block size per full block subblock size

64k 32 2k

128k 32 4k

256k 32 8k <===old file system default
384k 32 12k

512k 64 8k

™M 128 8k

2M 256 8k

4m 512 8k <===new file system default
8M 512 16k

16Mm 1024 16k

32m 2048 16k

relatime ais now the default !!




Best way to find out — measure it with mdtest (16M Blocksize)

4.2.1 base code - SUMMARY:

Operation

File creation

File stat

File read

File removal

Tree creation

Tree removal

(of 3 iterations)

zero-end-of-file-padding (4.2.2 + ifdef for zero

Operation
File creation
File stat
File read
File removal
Tree creation
Tree removal

more sub blocks per block

Operation

File creation

File stat

File read

File removal

Tree creation

Tree removal

Max Min MSers
2296.791 2197.553 ‘
3402913.848 3383139.838 3390622-546
452144 .282 383467 .565 426670.673
202219.699 88486.720 160499.542
9425.078 3138.312 6945.652
6710.394 3063.299 5196.237
padding) : SUMMARY:
Max Min Meal
13053.701 12570.060 12866.84
4077992.847 3291830.765 3600735039
450592.091 408552.363 424759.494
105876.511 93884.369 99224.908
8451.948 1936.832 4123.063
535.050 154.181 363.642
(4.2.2 + morethan32subblock code):
Max Min Mean
51397.549 33005.542
3326016.821 3195765.701 3277674.290
616434.716 543430.803 568013.424
134732.546 48867.351 86175.005
7771.893 1039.578 3648.852
2879.694 550.493 1859.348

std

42.
8759.
30712.
51134.
2732.
1551.

(of 3 iterations)

std

212.
342592.
18462.
4982.
3061.
157.

std

7967.
58231.
34240.
35945.

2949.

972.

Dev
695
559
367
019
932
879

Dev
194
742
970
772
035
800

Dev
608
427
371
588
535
530




Non shared directory mdtest 32k files with Scale 5.0

Target 40k / building block<<
-- started at 10/16/2017 08:46:41 --

mdtest-1.9.3 was launched with 228 total task(s) on 12 node(s)
Command line used: /tmp/mdtest-binary-dir/mdtest -d /ibm/fs2-16m-10/mdtest-50000 -i 1 -n 65536 -w 32768 -C -F -r -u -W -U
Path: /ibm/fs2-16m-10

FS: 128.1 TiB Used FS: 14.8% Inodes: 476.8 Mi Used Inodes: 0.0%

228 tasks, 14942208 files

SUMMARY: (of 1 iterations)

Operation Max Min Mean Std Dev
File creation : 56136.303 56136.303 56136.303 0.000
File stat : 0.000 0.000 0.000 0.000
File read : 0.000 0.000 0.000 0.000
File removal : 136952.900 136952.900 136952.900 0.000
Tree creation : 1.628 1.628 1.628 0.000
Tree removal : 0.054 0.054 0.054 0.000

-- finished at 10/16/2017 08:53:15 --



New 5.0.0+ Allocation code optimizations

-- started at 02/09/2018 10:43:01 --

mdtest-1.9.3 was launched with 240 total task(s)
Command line used: /tmp/mdtest-binary-dir/mdtest -d /ibm/fs2-16m-10/mdtest-60 -i 1 -n 36864 -w 32768 -C -F -r -u -y

Path: /ibm/fs2-16m-10
FS: 96.3 TiB

240 tasks, 8847360 files

SUMMARY: (of 1 iterations)

Operation
File creation
File stat
File read
File removal
Tree creation

Tree removal

-- finished at 02/09/2018

Used FS: 3.

7% Inodes: 476.8 Mi

Max Min

73870.935 73870.935

0.000 0.000

0.000 0.000

249156.292 249156.292

0.492 0.492

0.156 0.156
10:45:45 --

IBM Confidential

on 12 node(s)

Used Inodes: 0.0%

Mean
73870.935
0.000
0.000
249156.292
0.492
0.156




Non shared directory mdtest zero-length with Scale 5.0

-- started at 10/17/2017 22:29:16 --

mdtest-1.9.3 was launched with 88 total task(s) on 11 node(s)

Command line used: /ghome/oehmes/mpi/bin/mdtest-pcmpi9l3l-existingdir -d /ibm/fs2-16m-09/shared/mdtest-ec -i 1 -n 10000 -F -

w0 -2 -p 8 -N 11 -u
Path: /ibm/fs2-16m-09/shared
FS: 128.1 TiB Used FS: 0.2% Inodes:

88 tasks, 880000 files

SUMMARY: (of 1 iterations)

Operation Max
File creation : 563808.751
File stat : 14393911.406
File read : 5126798.789
File removal : 575868.384
Tree creation : 7.634
Tree removal : 1.145

-- finished at 10/17/2017 22:29:28 --

476.8 Mi

563808.
14393911.
5126798.
575868.

7

1.

Used Inodes: 0.0%

Min

751
406
789
384

.634

145

Mean
563808.751
14393911.406
5126798.789
575868.384
7.634

1.145




Burst Buffer Software

»Goals/Features
—Support node-local checkpoints
-SSD partitioned and formatted with standard Linux file system
—Support staging data in and out of SSD
—-Provide a mechanism for pre- and post- job transfers for data staging via LSF
—Build asynchronous file transfer service between SSD and GPFS
-Software on compute node initiates transfer and can poll for completion
—Avoid excessive data movement
—Avoid performance jitter to running applications on compute node

—Move data between compute node and ESS with NVMe over Fabrics for low
performance impact

—SSD wear awareness, health monitoring, and protection



Power Systems

®@ Burst Buffer and Extended Memory
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The Burst Buffer software asynchronously transfers files between the

Job 41
Job 42
Job 43

Data Centric

. File pre-stage to make data available locally
when job starts running.

. File stage-out allows for jobs to release CPUs
without waiting for data to transfer.

. Extended memory

+  PCle-attached SSDs for high-throughput, low
latency local access.

Job 41
Job 42
Job 43

%—h—%  E———rey /o o
% SRR — St

. Low jitter design using direct SSD data
placement

With Burst Buffer, data can be
transferred in background
between PFS and fast local
SSDs outside of job cpu-time.
Allows CPUs to stay busy for
science.

t
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SCR Metadata
Updater
RRORAN

SSD Technologies

{Csmari |

FEN | |

P9 + GPUs
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SCR Checkpoint
Selector
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- PCIe

. Wear awareness
*  Health and usage monitoring

CSM API I
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. Lifetime protection

Interface
+  Data accessible on compute nodes through

C’ompute Nodé ESS I/O Node

MPI Tack

MPI Tack

M acr 1

[ bbAPI | [ bbAPI |

POSIX APIs.

I CcsMm
Agent

+  Transfers controllable through provided
programmatic and standalone utilities
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Spectrum
Scale client
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CSM & Big Data Store
Integration with ELK

Fernando Pizzano
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Power Systems

Console
J

UFM
Ee—

Syslogs
J

xCAT
Ee—

LSF
J

GPFS
-

Others

CSM &= wk

Logstash &

W@ | Data Processing
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CSM
Analytics

Data Correlation

and

\ 4

CAM RAS
actions
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Index data into
Elasticsearch

N

GUI
Kibana
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Power Systems

Big Data Cluster

Syslog

Service node

OS Console

Environmental

Compute nodes

Compute agent

External RAS
events

BMC monitoring

\ 4

csmrestd

A
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Power Systems@
Big Data Cluster

Workflow Ke) Power Service
Information S 3 = Enforcement
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System Data

CSM Collection

Power Service
Agreements
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Other topics

One customer deploying diskless

Networking tests
— AR

36 © 2015 IBM Corporation
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ESS Storage Building Block

» Future Spectrum Scale Sever = = = =

— ESS GL4 with POWERSY server _ _

—-5147-106

12 Gb SAS

= 2 252U POWER9 server each with
—9006-22C (Boston)
— 2x 2p Mellanox EDR
—4 quad port SAS 12Gb

= 4 JBOD disk drawers
—106 @ 10 TB NL-SAS of 106d slots
—2 @ 800 GB SSD in drawer 1 (displaces 2 HDD)

© 2017 IBM



CORAL Production Systems
» LLNL: Sierra

— 121 PF peak

— Witherspoon 2:1 server

— 187 PB storage

— Non-blocking IB EDR interconnection

» ORNL: Summit
— 200 PF peak (having exercised 50 PF option)
— Witherspoon 3:1 server
— 250 PB storage
— Non-blocking IB EDR interconnection

38 IBM Confidential
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Main Components of HPC Systems

Compute Nodes
Storage

Support

7y (%

System System Users
Management

Management Network ‘ ‘ ‘

High Performance Interconnect
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CORAL System Network — InfiniBand

= EDR
—100 Gb/s
— ConnectX-5 adapters
— Switch IB-2

» Topology

— Single plane

—Fat tree

— 2 links per compute node
— 36 links per compute rack

—4 links per storage node
— 18 links per storage rack

—1 link per infra nodes
— 18 links per infra rack

Compute

11| ~256 x 2 x 18

| Switch racks

Infra 4x18 /

~10,000”
7

Storage

Mellanox EDR Director Switches
18x each up to 648 ports

00
i ~40X18/
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Interconnect Core

» Mellanox IB EDR
—648p (max) core switches

— 2 Management modules
— @ 1 Ethernet link

— 18 spine modules
— 16 leaf modules (of 18 max)

= 2 IDPU (3ph, 208v/60a)
— 1 Ethernet link

= Air cooled
= RDHX (ORNL)
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Serial Number 0 — First CORAL P9 Based ESS Prototype

[l
814
!!:;Illl
1wl

1 Half — rack building Block — 20U ~2000 Pound

2x P9 based dual Socket Control Nodes
4x 4U 106 Drive enclosures , each 104 HDD

4 PB of HDD

1 TB Memory
NVMe attached DRAM for Write caching
90 GB/sec Network connectivity (4x EDR per node)




